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EXECUTIVE SUMMARY 

This deliverable defines the architecture of the decentralised technological infrastructure required 
to support the operation of EUNOMIA. Starting from the user requirements (described in D2.4), 
the functional and non-functional technical requirements (described in D3.1) and taking into 
consideration best practice in the industry, the logical architecture design is presented here. 

A component-based approach is adopted, so as to do define an open source decentralised 
architectural solution that enables easy modification, reuse and expansion. The EUNOMIA 
architecture contains three components that ensure its secure decentralised nature - (1) a peer-
to-peer network, (2) a blockchain infrastructure and (3) a security and privacy framework - and 
four tools that assist a user in assessing the trustworthiness of information: (4) a Human-as-Trust-
sensor component, (5) a social media content and context data analysis component (6) 
trustworthiness scoring, (7) and a user application in the form of a digital companion. Their main 
functionalities and structural relationships are presented through UML component diagrams. 

As well as defining structural elements, the current deliverable also defines the critical interfaces 
and interactions between the EUNOMIA components, so as to provide the desired system 
behaviour. The behaviour of the platform is presented by several UML sequence diagrams 
showing how the software components interact with each other to execute the processes of post 
creation and enrichment; post information cascade query; and post trustworthiness voting. 
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1. INTRODUCTION  

1.1  Scope and objectives of the deliverable 

The current document is the second deliverable of WP3 “Vision Materialisation and Technical 
Infrastructure”. According to the DoW, this deliverable reports on the outcome of T3.2 
“Specifications and architecture design” and has as main objectives to:  

◼ Correlate the technical and user requirements with the software components, to ensure 
that they are satisfied by their functionalities. 

◼ Specify a decentralised, transparent, secure and privacy aware data-driven architecture, 
that will be capable of addressing EUNOMIA’s three key questions: (a) which social media 
user is the original source of a piece of information; (b) how this information has spread 
and been modified in an information cascade; (c) and how likely it is to be trustworthy. 

◼ Specify the main system components and their interfaces and their interactions in such 
detail to provide a solid basis for the implementation activities. 

Driven by the above objectives and following the IEEE Standard 1471/2000: “Recommended 
Practice for Architectural Description for Software Intensive Systems”, this report describes the 
entire software system from a data-driven viewpoint and describes in detail the whole 
information/knowledge extraction process. 

The main outcome of this report is the definition of the functional and the control view of the 
EUNOMIA platform. The former describes using UML component diagrams the architectural 
software elements that should meet the functional requirements, while the latter describes the 
system behaviour using UML sequence diagrams. 

Finally, the results of this deliverable will guide the development of EUNOMIA technical 
infrastructure (i.e., software components) and ease prototype integration carried out in WP5. 

1.2  Structure of the deliverable 

The rest of this deliverable is organised as follows: 

◼ Section 2 presents which of EUNOMIA’s architectural software components satisfy the 
defined user requirements and the technical requirements (i.e., functional and non-
functional requirements). 

◼ Section 3 presents the modular (i.e., component-based) architecture of EUNOMIA using 
a component UML diagram and presents in detail the design of EUNOMIA logical 
architecture; it is a data-driven architecture demonstrating how data (e.g., posts) 
originated by decentralised social networks are gathered, processed and visualised using 
transparent and privacy aware mechanisms. 

◼ Section 4 presents the interfaces for the architectural components, focussing also on the 
interactions between them using sequence UML diagrams. 

◼ Section 5 concludes the document. 

1.3  Relation to Other Tasks and Deliverables 

This document is directly related to the user requirements capturing process, as these are 
reported in D2.4 - Report on user needs and requirements, and the definition of the functional 
and non-functional technical requirements, which are reported in D3.1 - Tools assessment. 
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Moreover, having specified the subsystems’ functional software elements and tools, this 
document will assist the development and integration of the following components: i) Cyber 
security and privacy framework (Task 3.3), ii) Blockchain infrastructure (Task 3.4), iii) Peer to peer 
infrastructure (Task 3.5), iv) Human-as-trust-sensor and information cascade mechanism (Task 
4.1), v) Social media content and context data collection and analysis (Task 4.2), vi) Trustworthiness 
scoring (Task 4.3), vii) Digital companion (Task 4.4), and viii) Supervisory tools and digital 
observatory connection (Task 4.5). The integration with decentralised social networks (Task 5.1) 
also depends on the specification design of EUNOMIA’s components. These components and 
their implementation in the above tasks are the main input for their integration into a single 
EUNOMIA offering, wich is achieved through task 5.2 (Component testing and integration 
planning) and 5.3 (Integration and qualification).  
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2. MAPPING BETWEEN USER AND SYSTEM REQUIREMENTS 

This Section aims at presenting which user requirements are mapped to which technical 
requirements and are addressed by which architectural components. This mapping (see Table 1) 
aims at the efficient specification of the EUNOMIA components, described in detail in the 
following sections. It should be noted that the user requirements denoted as the least critical (i.e., 
“WON’T have based” on the MoSCoW method) were not mapped into system requirements. 

The EUNOMIA architectural components are: 

◼ Cybersecurity and Privacy Framework (CPF) 
◼ Peer-to-Peer infrastructure (P2P) 
◼ Blockchain Infrastructure (BI) 
◼ Digital Companion (DC) 
◼ Human-as-Trust-Sensor (HaTS) 
◼ Content and Context Analysis (CA) 
◼ Trustworthiness Scoring (TS) 

 

Table 1. Component-based mapping of user and system requirements 

REQ ID (D2.4) REQ ID (D3.1) Component 

001. As a journalist, I want to be able 
to show the trustworthiness of my 
content 

003. As a journalist, I want to have a 
tool to show the trustworthiness of 
information 

005. As a journalist, I want to know 
why my audience (dis-)trusts certain 
information 

007. As a journalist, I want to have a 
multi-layered trustworthiness scoring 

009. As a journalist, I want to be sure 
that the trustworthiness indicators are 
flexible enough 

010. As a journalist, I want to have a 
detailed trustworthiness scoring 

015. As a journalist, I want to be 
informed about changes of 
trustworthiness of a post 

045. As a journalist / social media user, 
I want to have a tool that allows me to 
quickly assess the trustworthiness of 
information 

FR-8 End-User must be able to view 
trustworthiness indicators of 
EUNOMIA users’ posts. 

FR-25 HRM must be able to create 
information cascades from post text 
content. 

FR-26 HRM must be able to collect 
trustworthiness indicators for 
information cascades from post and 
user attributes. 

FR-27 HRM must be able to create 
information cascades from post data 
metrics image, URL, #hashtag, 
@mention). 

FR-31 HRM must provide descriptive 
statistics for trustworthiness metrics 
in information cascades. 

◼ DC 
◼ HaTS 
◼ TS 
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002. As a journalist, I want a tool that 
shows the original source of 
information 

016, 022, 032. As a journalist / social 
media user, I want to know who the 
author of a piece of information is 

021. As a social media user, I want to 
know who spread a piece of 
information 

023, 024. As a social media user, I 
want to see the original source of 
information (the original publisher 
entity, e.g. the media outlet) 

026. As a social media user, I want to 
to know who shared a piece of 
information 

030. As a journalist / social media user, 
I want to find a link to the original 
source 

050. As a journalist / social media user, 
I want to see the original poster of a 
piece of information 

FR-8 End-User must be able to view 
trustworthiness indicators of 
EUNOMIA users’ posts. 

FR-28 HRM must be able to query 
blockchain and information cascade 
data via the EUNOMIA Services 
node. 

◼ DC 
◼ HaTS 
◼ TS 
◼ P2P 
◼ BI 

006. As a journalist, I want to know the 
background of users voting for the 
trustworthiness of content 

025. As a social media user, I want to 
to know about the background of a 
source 

FR-29 HRM must be able to extract 
user behaviour and account data. 

FR-39 EUNOMIA must allow the 
USER to decide if EUNOMIA should 
show or hide the USER (identity) who 
first classified / registered / inserted a 
new post into the EUNOMIA 
platform. 

◼ DC 
◼ HaTS 
◼ TS 
◼ CPF 
◼ P2P 

008. As a journalist, I want EUNOMIA 
to show my company as the original 
source 

040. As a journalist / social media user, 
I want to see the type of account 

FR-35 A USER must be able to 
authenticate into EUNOMIA with an 
account from another platform 
(OAUTH based Distributed Social 
Media account). 

FR-45 DC CLIENT must allow a 
EUNOMIA USER to associate his/her 
social media account with a 
EUNOMIA ID. 

◼ DC 
◼ CPF 
◼ P2P 

011. As a journalist, I want to be sure 
that there are verifying mechanisms, 
e.g. measuring consumption time 

FR-29 HRM must be able to extract 
user behaviour and account data. 

◼ DC 
◼ HaTS 
◼ TS 
◼ CPF 
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FR-31 HRM must provide descriptive 
statistics for trustworthiness metrics 
in information cascades 

FR-44 DC CLIENT could be able to 
capture time spent by end user on a 
post. 

◼ P2P 

012. As a journalist, I want to have a 
categorisation by topics such as 
sports, politics, culture etc. 

FR-24 CA must be able to detect 
opinion words. 

FR-18 BI must be able to have 
metadata (indicators) associated with 
the post. 

◼ CA 
◼ BI 
◼ P2P 

013. As a journalist, I want to use 
EUNOMIA applications available on 
the desktop PC and laptop 

014. As a journalist, I want to use 
EUNOMIA applications on the mobile 
phone 

FR-48 DC CLIENT must be able to be 
used on desktop computers 

FR-49 DC CLIENT must be able to be 
used on smartphones 

◼ DC 

018. As a journalist, I want to have 
indicators of the language used in a 
piece of information/post 

052. As a journalist / social media user, 
I want to have an indicator of the type 
of information (news vs. opinion) 

053. As a journalist / social media user, 
I want to have an indicator of the 
emotionality of information 

FR-22 CA must be able to assign a 
sentiment score to social media 
posts. Sentiment score can 
correspond to a probability 

FR-24 CA must be able to detect 
opinion words. 

◼ CA 
	

019. As a journalist, I want to have 
indicators about the amplification of a 
message 

029. As a social media user, I want an 
indication of missing (and extra) 
context 

FR-26 HRM must be able to collect 
trustworthiness indicators for 
information cascades from post and 
user attributes. 

◼ HaTS 
◼ TS 

034. As a journalist / social media user, 
I want to see the number of followers 
of a source 

035. As a journalist / social media user, 
I want to see the number of posts of a 
source 

FR-26 HRM must be able to collect 
trustworthiness indicators for 
information cascades from post and 
user attributes. 

FR-27 HRM must be able to create 
information cascades from post data 
metrics (image, URL, hashtag, 
@mention). 

◼ HaTS 
◼ TS 
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027. As a social media user, I want to 
to see the previous posts of a 
user/author 

041. As a journalist / social media user, 
I want to see the URL of a source 

FR-29 HRM must be able to extract 
user behaviour and account data. 

037. As a journalist / social media user, 
I want to see the number of likes of a 
post 

038. As a journalist / social media user, 
I want to see the number of views of a 
post 

039. As a journalist / social media user, 
I want to see the timestamp of a post 

042. As a journalist / social media user, 
I want to see the trail of a piece of 
information 

043, 051. As a journalist / social media 
user, I want to see where (in social 
media or other sources) information 
has been seen before 

046. As a journalist / social media user, 
I want to know whether parts of a 
piece of information have been used 
somewhere else 

FR-26 HRM must be able to collect 
trustworthiness indicators for 
information cascades from post and 
user attributes. 

FR-27 HRM must be able to create 
information cascades from post data 
metrics (image, URL, hashtag, 
@mention). 

◼ DC 
◼ HaTS 
◼ TS 
◼ CA 

048. As a journalist / social media user, 
I want to be sure of the transparency 
of the categories 

049. As a journalist / social media user, 
I want to be sure of the neutrality of 
EUNOMIA 

FR-16 BI must be able to be used for 
verification purposes 

FR-32 An ESN administrator 
shouldn’t be able to change user’s 
data on the blockchain. 

FR-36 EUNOMIA should only allow 
the usage of an authenticated 
USER/DEVICE be used to associate or 
remove new devices into the account 
of the USER. 

FR-37 Only an authenticated USER 
must have access to the EUNOMIA 
platform and to any of its user 
services. 

FR-39 EUNOMIA must allow the 
USER to decide if EUNOMIA should 
show or hide the USER (identity) who 
first classified/registered/inserted a 

◼ BI 
◼ CPF 
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new post into the EUNOMIA 
platform. 

3. EUNOMIA LOGICAL ARCHITECTURE 

In the current section, we describe the logical architecture of EUNOMIA, which consists of several 
software components in a multi-tiered design. 

3.1 EUNOMIA UML Component Diagram  

The EUNOMIA decentralised architecture consists of several nodes interconnected with each 
other and an application to run on user devices which will communicate with the EUNOMIA 
Services Nodes. 

Each EUNOMIA Services Node will contain services, presented in Figure 1, which communicate 
with each other. Each node communicates with other nodes through the P2P network accessible 
through the Storage Server, which are connected using a P2P distributed file system protocol. 

The following figure illustrates how components are connected with each other, including how 
the Digital Companion communicates with the EUNOMIA Services Node, as well as how nodes 
communicate with each other. 

 
Figure 1. EUNOMIA UML Componemt Diagram 

 

3.1.1 Digital Companion   

The Digital Companion integrates the EUNOMIA infrastructure by associating with a EUNOMIA 
Services Node, where it can communicate with each service residing there through the EUNOMIA 
Services Interface. 

3.1.2 EUNOMIA Services Node 

The EUNOMIA Services Node consists of several services inherent to business logic, as well as 
authentication, authorization and accounting services, and data storage services. Each service 
provides an Application Programming Interface (API) to be consumed by other services or the 
Digital Companion. 
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3.1.3 AAA Server 

The AAA Server is responsible for the authentication, authorization and accounting. Any entity 
that wishes to connect to the EUNOMIA infrastructure needs to communicate with this server. 
This server provides an API with methods to authenticate a EUNOMIA account and authorize 
actions. 

3.1.4 Adapter Layer and Decentralised Social Network 

The Decentralised Social Network is an external component used to relate the EUNOMIA accounts 
to social network accounts. Upon creating an account or when requesting authentication from 
the AAA Service, the social network account is verified to prevent replication of accounts on 
EUNOMIA and ensure that the accounts exist on the social network. 

To abstract the P2P Service from the possible mechanisms inherent to the different possible social 
networks to be connected to EUNOMIA, an adapter layer is implemented which serves as a 
middleware to the third-party authentication entities of the social networks. 

3.1.5 Storage Server     

This server is responsible for the secure storage of the EUNOMIA data. It implements a P2P 
distributed file system which allows storing and sharing data across several interconnected nodes. 
The Storage Server provides an API to manipulate the saved information and add new data. The 
data is stored on an OrbitDB instance. 

3.1.6 Discovery Server 

The Discovery Server provides means to allow the discovery of other services and corresponding 
metadata, including their public keys to be used when sharing sensitive information. This service 
will use the underlying P2P storage to share the directory data with other EUNOMIA Services 
Nodes. It can be queried by other services and components. 

3.1.7 Ledger Service        

The Ledger Service implements the blockchain technology which will act as a trusted third party 
which records content information cascade as content meta-data to ensure transparency and 
consistency. 

3.1.8 Voting Server 

The Voting Server allows the users to express their opinion on the contents made available in 
EUNOMIA from other users. This voting mechanism supports the submission, logging and 
querying of votes by users for individual posts and cascades. 

3.1.9 Services (n)   

A node can contain as many services as needed, as all will communicate the same way between 
each other. Each node provides an API abstracting the business logic on the server, such as the 
sentiment analysis service and other services that may emerge during project development. 
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3.2 EUNOMIA Data-Driven Architecture 

In the current section, we describe the logical data-driven organization of EUNOMIA software 
components by separating them into tiers (i.e., multi-tiered architecture design) based on the 
nature of the services they provide, representing in this way the logical independence of the 
components. The defined architecture (Figure 2) identifies, per each logic layer, a specific set of 
logical functionalities that exploit a set of system service qualities (e.g., security and privacy). In 
particular, it consists of the following layers: 

◼ Source Logic Layer, which contains the users’ posts in the Decentralised Social Networks  
(DSNs), the EUNOMIA users’ votes on these posts and information about the users’ profile; 

◼ Data Logic Layer, which includes the functional modules that gather, preprocess and 
process the collected data collected from the DSNs, to produce useful indicators 
(information) extracted by machine learning models; 

◼ Information Logic Layer, which consists of information processing modules that deal with 
the definition of an information cascade and the overall trustworthiness of post; 

◼ Service Logic Layer, which contains interactive visualization of an information cascade or 
indicators about particular posts; 

◼ Application Logic Layer, which contains the actual interface between the end user and the 
rest of the EUNOMIA modules; 

And employing the following mechanisms: 

◼ Security & Privacy, using authentication, authorization, and encryption mechanisms; 
◼ Trust & Transparency, exploiting the blockchain technology; 
◼ Distributed Storage, which is based on P2P infrastructure. 
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Figure 2. EUNOMIA Data-Driven Architecture 

3.2.1 Source Logic Layer 

The Source Logic Layer is responsible for collecting various meta-data and data from 
decentralised social network users’ activity and profiles who have explicitly consented to sharing 
this data with the EUNOMIA platform. These meta-data and data pertain to that which is 
generated and contained in individual posts, as they are created by the DSN users on the Digital 
Companion (DC) client, as well users’ account profile information and activity counters measured 
by the existing DSNs. Further, DC information such as individual user votes on post 
trustworthiness are collected, as well as user profile features specific to EUNOMIA such as the 
type of EUNOMIA user account that is registered. Therefore, there are three main types of meta-
data and data collection/generation from users’ DSN account integration with EUNOMIA: 1) User 
profile information and activity counters (e.g., number of posts) 2) Post content (e.g., post text, 
media and URLs) and 3) EUNOMIA generated attributes (e.g., votes, account type, post sentiment, 
information cascade ID etc.) 

With this approach, EUNOMIA makes use of existing social network related fields, such as 
information about new posted content, extending these fields with the results of analysis. These 
fields are common across most popular DSN platforms. In Table 2, we list some fields that 
Diaspora* and Mastodon share on their Post/Status models, their mappings with the EUNOMIA 
model, and the additions that EUNOMIA provides. In sections 3.2.2 and 3.2.3 we provide further 
details on EUNOMIA attributes which are generated and appended to user profile and post 
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content once it has been processed to generate information cascades, which relate to fields such 
as “cluster_id”, “cascade_id” and “cascade_links”. 

 

Table 2. Input data from Diaspora* and Mastodon mapped onto the EUNOMIA data model 

Mastodon Diaspora* EUNOMIA 

id (String) id (Number) id (String) 

account (Account) author_id (Number) account_id (String) 

created_at (Datetime) created_at (Timestamp) timestamp (Timestamp) 

content (String) text (String) content (String) 

visibility (String, Enum: public 
| unlisted | private | direct) 

public (boolean)  

replies_count (Number) comments_count (Number)  

favourites_count (Number) likes_count (Number)  

reblogs_count (Number) reshares_count (Number)  

  sentiment_score (Number) 

  subjectivity_score (Number) 

  votes_trust (Number) 

  votes_notrust (Number) 

  cluster_id (String |	Number) 

  cascade_id (String | Number) 

  extracted features (Array) 

  cascade_links (Array) 

  cluster_id (String |	Number) 

  cascade_id (String | Number) 

  extracted features (Array) 

 

3.2.2 Data Logic Layer 

3.2.2.1 Data Aggregation 

The aforementioned post models on the source layer are collected using the APIs that each social 
network provides, following their required authentication and authorization guidelines. For 
example, for a Mastodon status, we make use of its RESTful API to collect a Status entity1. When 
users interact using the EUNOMIA client applications, they can also provide a vote on 
trustworthiness of this specific status, allowing the modification of the relevant field on the 

                                                
1 https://docs.joinmastodon.org/api/entities/#status 
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EUNOMIA post model. After each change on a post on each social network, this change is 
forwarded to the next step of preprocessing. 

User data and votes 

To provide a standard means of data aggregation which can be easily updated during 
preprocessing and processing in EUNOMIA, user, post and trustworthiness voting meta-data and 
data are aggregated within the Data Logic Layer by employing a common schema and portable 
file object notation with JSON (JavaScript Object Notation) objects. JSON objects are directly 
compatible with the DSN API and provide a common means with which to parse and aggregate 
data types.  

For user, post and voting, JSON data objects are exchanged between DC and the DSN and 
EUNOMIA for data aggregation and transport. For example, in the case of mutual authentication, 
a JSON object is used to carry access tokens between the DSN and DC. This is later used for 
authentication with the EUNOMIA Services Node interface in the EUNOMIA AAA server. This 
enables linking of data between EUNOMIA and DSN platforms. 

Once AAA linkage between the DC and DSN is established, this authorises the aggregation of 
data and meta-data between a user’s DSN and EUNOMIA account. After initial linkage, all existing 
user account and post meta-data and data for the specific user is downloaded and aggregated 
by the DC client for upload into the EUNOMIA Services Node for storage on the users EUNOMIA 
account. A high-level process is illustrated in Figure 3.  

As users create posts via the DC, post content is sent via a REST API request to the DSN where it 
is assigned a unique ID and the result is sent back to the client. The DC forwards the created post 
to EUNOMIA for storage. Note that further data aggregation is also performed after 
preprocessing phases to update the aggregated JSON object with EUNOMIA enrichment meta-
data and data (e.g., information cascade membership, sentiment analysis scoring etc.). 

Below, we give an example of a DSN post’s JSON object data that would be sent to a EUNOMIA 

Services Node from the DC after a user creates a post on their EUNOMIA-linked DSN account via 

Figure 3. User and post data linked from Social Media to EUNOMIA through DC. 
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the DC. It is worth noting that if a user does not create a post on DC, the next time they use their 
client, all existing posts will be resynchronised to keep the EUNOMIA user account and post meta-
data and data record up-to-date. 

User and post data linked from Social Media to EUNOMIA through Digital Companion  
{ 

“id”: “8758574”, 

“account_id”: “286”, 

“timestamp”: “52345234”, 

“mention”: “@elon2”, 

“url”: “https://snf-5226.ok-kno.grnetcloud.net/web/statuses/102804402285419340”, 

“content”: “it should be as the United States offers the largest consumer market on 
earth.”, 

“hashtag”: “NA”, 

“image”: “NA”, 

“video”: “NA” 

} 

In Figure 4, we demonstrate a high-level overview of the user voting data aggregation process. 
Here, the user, on DC, can vote for posts on trustworthiness (Trust/Do not Trust). Similar to user 
post data on their DSN account, EUNOMIA post votes are aggregated as JSON objects using the 
EUNOMIA’s REST API interface, where it is saved as an update to voting meta-data field for the 
specific post in P2P DB. 

 

Figure 4.	User voting data aggregation	



`

   

Type of deliverable PUBLIC  Page | 14  

3.2.2.2 Data Preprocessing 

Text preprocessing 

This phase includes all the processes we have applied to the raw data, prior to forwarding them 
for sentiment analysis. User generated data, especially those derived from social media, contain 
redundant information that needs to be removed. This is a process that removes the following: 

o The Linguistic delimiters, (i.e.: , . ! ? - : ; ) 
o The URL links, (i.e.: https://t.co/n7g7Zvo9pl) 
o The special characters (i.e.: /, &, -, @, $, %, ^, &, *, #, (, ),) 
o The Emoticons, (i.e.: ':-)', ':)', ':{', '>:\\') 

This process is necessary because this type of content could potentially impair the classification 
performance of the sentiment analysis, paraphrase identification and subjectivity analysis 
algorithms that follow. We have also set up a stemming infrastructure (a method that grasps all 
words stems), to be activated when required. 

User data feature extraction 

The Source Logic Layer contains information about the users’ profile which consists of individual 
characteristics of user-profiles and their behaviors in the DSN. Also, it contains user profile 
features specific to EUNOMIA such as the type of EUNOMIA user account that is registered. We 
obtain these features from both the DSN API and the vote made on DC. 

The DSN API provides basic profile information about a user such as location, number of friends, 
number of followers, and the total number of posts DC provides EUNOMIA based features 
(Number of trust and number of no trust votes). The API also provides the actual post and 
underlying metadata associated with post. In Table 3, we provide an example of user account 
features that are extracted from raw DSN REST API calls and translated into EUNOMIA indicators.	

Table 3. Data collected by EUNOMIA Services Node 

Variable Description Type of variable 

account_creation Age of user account Ordinal Category 

posts Number of user posts Numeric 

followers Number of followers Numeric 

following Number of users followed Numeric 

account_type Type of EUNOMIA account Categorical 

average_post_sentiment The average sentiment for posts by 
user 

Numeric 

post_votes Number of posts votes made by 
user 

Numeric 

The user features have both numerical and categorical data, so we need to preprocess the 
categorical data using encoding schemes. Moreover, this dataset contains features highly varying 
in magnitudes, so we need to bring all the features to the same level of magnitudes. This can be 
achieved by scaling before we can feed it to machine learning models.  
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Post filtering 

Post filtering (or sub-sampling) is a crucial function for efficiently discovering and computing 
information cascades. Information cascades are discovered probabilistically based on matching 
criteria between posts data and meta-data (e.g., text, time, URL, mentions, hashtags etc.). 
However, without filtering mechanisms, checking all possible posts is not scalable. To reduce 
significantly the number of existing information cascades and posts to analyse, when a new post 
is created, a systematic approach to matching the post to new or existing cascades is executed 
as a data preprocessing task in information cascade discovery / generation. EUNOMIA 
implements a probabilistic approach to post filtering with techniques such as clustering and 
checking bloom/cuckoo filter membership. Figure 5 shows an example flow of potential filtering 
techniques. 

 

Figure 5. Flow of the filtering process 

One of EUNOMIA’s text preprocessing services is the extraction of sentence embeddings (i.e., 
transforming sentences to vectors); it is based on unsupervised training of Transformer [Vaswani 
et al., 2017] architectures (e.g. Bidirectional Encoder Representations from Transformers (BERT) 
[Devlin et al., 2018]) by using a masked language model (MLM) and next sentence prediction 
(NSP) pre-training objectives. MLM randomly masks some of the input tokens, and aims to predict 
the original token id of the masked word utilizing only its context, enabling the bidirectional 
training of the model by fusing the left and the right context. In addition to this, the NSP task 
focuses on understanding the relationship between two sentences, which is not directly captured 
by language modeling. In the architecture, the output of the sentence embeddings services feed 
the filtering services and, in particular, the data clustering services. 
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3.2.2.3 Data Processing 

Sentiment analysis and Subjectivity analysis 

For the sentiment analysis task, we have implemented two models which provide complementary 
results: 

(1) The Pattern based (Supervised) approach follows the DidaxTo [Agathangelou et al., 2017] 
methodology and system, which extracts patterns in a semi-supervised way and is able then to 
apply those patterns to sentiment classification. Figure 6 depicts its implementation as a web 
service. The algorithm starts the sentiment analysis task after the preprocessing of the raw data 
(see paragraph 3.2.2.2). The algorithm loads and exploits previously extracted sources. These 
sources can be Auxiliary lists, intermediate DidaxTo patterns and Polarity Dictionaries.  

The algorithm parses the preprocessed content (see section 3.2.2.2) and applies part of speech 
tagging (pos-tags). Then parses these tags identifying patterns. From the discovered patterns it 
extracts their polarity. Eventually the final classification of each document/post is the result of the 
polarity score of the patterns that apply in that post. For positive values it infers positive polarity, 
for negative values it infers negative polarity. The neutral class is attributed when no patterns have 
been discovered. 

 
Figure 7. Example of applying patterns on a sample document 

Figure 7 provides the data flow of all the processes on a sample document. In this sample the 
algorithm infers negative polarity for the content under review, since there are four negative 
polarity values and one positive. 

Figure 6. The DidaxTo web implementation 
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The calculation of prediction confidence is a novel module extending the original DidaxTo 
algorithm. Originally, the system would solely output the sentiment score without any indication 
of confidence. The calculation of confidence depends on the metadata the algorithm returns after 
the analysis of a content/post. These metadata are the length, the number of discovered patterns 
and their polarity. A web demonstration of the algorithm is found at: https://snf-8193.ok-
kno.grnetcloud.net/didaxto. In its early version, the content is inserted via an input form, which 
will later be replaced by a service function (see section 4.1.6). 

Figure 8 depicts the implementation of our Deep Learning model (HyCoR) [Agathangelou et al., 
2019] This is a deep learning model developed for efficient sentiment analysis. The deep Learning 
Model and the Vocabulary are the sources that are used and loaded to the web service. The 
model analyses the content and outputs a prediction. This is a vector of probabilities, where each 
value in the vector corresponds to a class (positive/neutral/negative).  

The model assigns the class to the document that has the highest probability.  
A web demonstration of the algorithm is found at https://snf-8193.ok-kno.grnetcloud.net/hycor, 
where again, in its early version, the content is inserted via an input form, later to be replaced by 
a service function (see section 4.1.6). 
Subjectivity analysis is another text classification task, which has as goal to categorise the posts 
as factual or opinionated. To this end, the posts are preprocessed, using the MLM and NSP 
approaches, to produce embeddings that are fed to the Transformer model, which labels them 
stochastically as either subjective or objective (range 0-1). In this task, the BERT model has been 
selected to be fine-tuned2 as a single sentence classifier. It is a Transformer model that utilises 12 
multi-head attention layers [Vaswani et al., 2017]. 
 
User and post data processing 

User and post meta-data and data processing, beyond preprocessing feature vectorisation, is 
conducted in two separate functions. Firstly, atomic user and post meta-data and data features 
are aggregated into descriptive statistical indicators for users visualisation and analysis, and 
secondly, to provide data sample input in automated trustworthiness scoring if activated by users. 
In the case of descriptive statistics, simple processing techniques are employed to aggregate user 
account activity into intuitive behavioural indicators such as post-to-vote ratio, average vote 
category or average sentiment score. The same approach is used for post processing (both of 
which are interpreted and visualised in the EUNOMIA information cascade), for example to 
determine the most common hashtag, user mention, or website link used in a series of posts. 

                                                
2 https://github.com/huggingface/transformers 

Figure 8. The HyCoR web implementation 
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These descriptive statistics are employed to provide users a simple scale in which to implement 
thresholds for trustworthiness, either manually or automatically. For automated trustworthiness 
scoring, the processing of user and post meta-data and data takes into account each set of user 
and post feature vectors alongside user voting submission, to train a classifier for predicting a 
user's trustworthiness preferences. 

3.2.3 Information Logic Layer 

3.2.3.1 Cascade of Information creation 

The Paraphrase identification service has the objective to detect whether two posts are 
semantically similar, which is important for the creation of the information cascade. As it is a 
computationally expensive service (the input sentence must be compared with all the existing 
posts), it is essential to first filter the set of posts that are more likely to be similar to the anchor 
post. After the filtering services (see Figure 5), the anchor post is compared only to the remaining 
(filtered) posts using the paraphrase identification service, which produces a probabilistic output 
(range 0-1) for every pair of posts. Similar to subjectivity analysis we will apply transfer learning 
using the BERT model in order to train our model, however, in this case the sentence pair 
classification task should be adopted. 

After the paraphrase identification is executed the post that has the highest similarity score with 
the anchor post, in case it exceeds a predefined threshold, is considered to be the parent node 
and the anchor post of the child (leaf) node. In this way, the cascade tree is constructed by adding 
leaf nodes to display how the information is spread. In cases that the aforementioned criteria are 
not satisfied, the achor post is not linked to any of the existing cascades but is considered to be 
a contestant root node (i.e., a new anchor post may be its child).	

3.2.3.2 Interoperable knowledge base 

ActivityPub3 is an open decentralized social networking protocol. ActivityPub was designed in 
order to provide a federated server-to-server communication. Social Networks which are 
compliant to the ActivityPub protocol, have the ability to communicate in a common language. 
ActivityPub is a user-oriented protocol, meaning that every information it provides is related to a 
user. For example, for retrieving information about posts, the user has to provide the user id. Also, 
ActivityPub protocol has a well specified vocabulary of the information you can retrieve or 
provide. The following exhibit provides an example written in JSON-LD format. 

ActivityPub protocol example (JSON-LD) 
{"@context": "https://www.w3.org/ns/activitystreams", 

 "type": "Person", 

 "id": "https://social.example/alyssa/", 

 "name": "Alyssa P. Hacker", 

 "preferredUsername": "alyssa", 

 "summary": "Lisp enthusiast hailing from MIT", 

 "inbox": "https://social.example/alyssa/inbox/", 

 "outbox": "https://social.example/alyssa/outbox/", 

 "followers": "https://social.example/alyssa/followers/", 

 "following": "https://social.example/alyssa/following/", 

 "liked": "https://social.example/alyssa/liked/"} 

                                                
3 https://www.w3.org/TR/activitypub/ 
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EUNOMIA will be compliant to the ActivityPub protocol to support the server-to-server 
communication between EUNOMIA instances and allow the DSNs, which support it, to 
communicate using a common language. In addition to this, EUNOMIA will provide the 
information it creates using the aforementioned Data Layer services, thus, the ActivityStreams4 
schema will be extended. In more detail, the properties of an object “Note” will be extended using 
the following attributes: 

◼ sentiment_score 
◼ subjectivity_score 
◼ paraphrase_similarity 
◼ text_similarity 
◼ link_similarity 
◼ img_similarity 
◼ video_similarity 
◼ hashtag_similarity 

3.2.3.3 Information fusion 

The EUNOMIA architecture is also able to support the fusion of information (meta-data and data) 
from user activity and post content services if required for visualization. Two examples that are 
architecturally supported are: 1) Information Cascade generation and 2) Trustworthiness Indicator 
aggregation. Below, we briefly describe these information fusion techniques and how they enable 
manual and autonomous methods of trustworthiness scoring in EUNOMIA: 

Information Cascade fusion. Determines the source of a piece of information in the DSN platform 
by linking posts based on their syntactic, semantic and chronological attributes and similarities. 
The fusion of posts into an information cascade creates a probabilistic directed graph of 
information flow based on these aforementioned attributes, determining an information source, 
as well as key user and post meta-data and data attributes for the source and each parent/child 
node in the cascade; highlighting how information has changed. 

Trustworthiness Indicator fusion. By default, the user is provided with only individual indicators, 
which is up to them to decide how to use. We are also envisioning a functionality whereby the 
user defines their own personal scoring mechanism by assigning their own weights to the different 
indicators that matter to them, so that they visualise a personalised aggregate score.  

  

3.2.4 Service Logic Layer 

The results of the Information Logic Layer, such as the created information cascades or post 
related indicators, are forwarded to the Digital Companion client and displayed in the form of 
interactive graphs. The generated graph that links the related posts in a cascade is visualized, 
allowing the user to set thresholds of similarity indicators between the posts. 

The user and post indicators and the cascade visualization are to fullfil the user needs and 
requirements regarding the trustworthiness and the way information is spread as reported in 
“D2.4: Report on user needs and requirements” and mapped into functional and non functional 
requirements (Table 1), and aim to increase the user’s awareness by providing further details about 

                                                
4 https://www.w3.org/TR/activitystreams-core/ 
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a specific post, its author and other possibly related posts. The end user is able to view user and 
post indicators, the way several posts may relate in an information cascade and what other users 
think of a post’s thustworthiness resulting on having a better insight about a piece of information. 

Moreover, providing visualisations that display useful information, which are exctracted from the 
previous layers (i.e., Data Logic Layer and Information Logic Layer) helps the EUNOMIA users to 
increase their awareness about a post’s integrity. In particular, by selecting a post, the users are 
able to discover:  

◼ which social media user is the original source of this post;  
◼ in which information cascade does this post belong to and how its content has been 

modified;  
◼ how likely it is to be trustworthy, by choosing trustworthiness indicators and their 

importance to the user. 

3.2.5 Application Logic Layer 

The Application Logic Layer contains the interface between the users and the EUNOMIA platform, 
i.e., the Digital Companion (DC). The DC allows the users to interact with the EUNOMIA services 
(e.g., interactive visualisations). There are two versions of the DC, the desktop application and the 
mobile (smartphone) application. 

3.2.5.1 Post Creation 

 
Figure 9. Post creation flow 

Figure 9 depicts the sequence of actions that occur when a user creates a new post to one of the 
linked DSN, using DC. Having been authenticated on the DSN and using its own Restful API 
services, the client, forwards the new post to one of the EUNOMIA Services Nodes using the 
EUNOMIA Services Node Interface (1). Through the AAA Service, this post is added to a cluster 
group (based on content similarity) in the P2P database service (2). At the information cascade 
module, all the related posts with the same cluster ID are sub-sampled from the P2P service (3) 
and the results are forwarded, along with the original post, to the paraphrase detection service. 
The results may contain existing information cascade samples along with their corresponding 
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bloom/cuckoo filters, or samples that do not currently belong to a cascade. In parallel with 
paraphrase detection, the post is also sentiment analysed, and the classification is added to the 
post meta-data. The overall result of paraphrase detection and sentiment analysis is stored back 
to the P2P database whether the post is added to a cascade or not (4). If the post is added to an 
information cascade, on the Blockchain ledger, a cascade ID is either updated or created if it did 
not already exist (5). 

 

3.2.5.2 Information Cascade Query 

 
Figure 10. Information cascade query flow 

Following a similar logic, one can retrieve the information cascade of an existing post (Figure 10). 
The user, using DC, makes a request to a EUNOMIA Services Node regarding a post from the 
DSN (1). After authentication on the AAA server (through its API), the EUNOMIA Services Node 
forwards the request to the information cascade service. This time, a query on the Blockchain 
service is made (2) first and the cascade information results are then used to retrieve the cascade 
details from the P2P database (3). The JSON representation of the results is sent back through 
the EUNOMIA Services Interface and are visualised on the client (5). It is worth noting that as 
EUNOMIA will implement a GDPR-compliant right to be forgotten (and right to privacy) policy, 
both information cascade (and non-cascade) posts may be anonymised by users and also deleted. 
In the case of the latter, deleted posts will be removed from associated cascades, P2P databases 
and the EUNOMIA Blockchain ledger. 

3.2.5.3 Trustworthiness Voting 

Voting will be carried out in a fully decentralised way, where the request is forwarded to several 
peer nodes inside the EUNOMIA network. The vote results will be saved both on the P2P database 
and the Blockchain ledger before returning to the DC	and presented to the user. This same 
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information will be retrieved within an Information Cascade Query, alongside other collected 
indicators (Figure 11). 

 
Figure 11. Trustworthiness Voting 

3.2.6 Security & Privacy Logic Layer 

The Security & Privacy logic layer is the layer responsible for providing the EUNOMIA platform 
with services regarding security of the system (data, information flows, operational capacity, etc.). 
From the previously defined user and technical requirements the need for a set of security and 
privacy preserving services was identified and the EUNOMIA security model was defined. 

3.2.7 Security Model 

The security model of the EUNOMIA platform assumes that each EUNOMIA Services Node by 
itself is a trustworthy entity for the information that will circulate in that node, and that trust ends 
as soon as the data leaves that node. Outside a given node, in respect to most of the data 
originated from another node, it is assumed that we are operating in a malicious compromised 
environment. In this adversarial environment, an attacker has the ability to suppress, create or 
tamper with any data, either in transit or at rest. 

EUNOMIA Security & Privacy component provides means for ensuring that any sensitive data that 
is shared or transmitted among components residing in different nodes, or between nodes and 
terminal applications, is cryptographically protected in order to assure confidentiality, authenticity 
and integrity.  

Nodes will need to handle the identity of users and services and their corresponding data. All this 
data resides in a given node, but when any data needs to be shared with other nodes or external 
terminal applications, different security mechanisms must be implemented depending on how 
sensitive the information is, and what security properties are required to enforce. The next sections 
will describe the high-level approach to handle user and service data and what kind of security 
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mechanisms (services) will be provided by this layer to other EUNOMIA layers in order to fulfill 
the data storage and exchange security requirements.      

3.2.7.1 Services 

The following sections will present the different services provided by the Security and Privacy layer 
as depicted in the next figure. 
 

 
Figure 12. List of Security & Privacy services 

  
AAA Server        

Users and external services, generally5 must authenticate themselves against a given EUNOMIA 
Services Node before they can be provided with EUNOMIA services and data. 

The identity of a user on a social network (username) will be stored in EUNOMIA and associated 
with its EUNOMIA account, but authentication will be delegated to the social network through an 
Adapter which will allow integration with different types of authentication providers, such as 
decentralised social networks, as illustrated in the next figure: 

 
Figure 13. Privacy & Security UML component diagram 

After successful authentication on the DSN, the AAA service will then store their respective social 
network session access tokens, to allow further future additional verifications and also to allow 
the execution of further EUNOMIA functions, like access to posts, voting, check the publishers 
profiles, verify the credibility, etc. 

Taking for example the federated social network Mastodon, users and services must be 
provisioned first in the social network, and only after that they can authenticate themselves on a 
given EUNOMIA Services Node. During this process, EUNOMIA’s AAA service will resort to the 

                                                
5 It may be possible to provide access to some publicly accessible data without requiring authentication 
(e.g. general statistical data about eunomia), but this will be provided by a service which will have to 
authenticate itself to access EUNOMIA network. 
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social network where the user’s identity is stored, to authenticate the user (third party 
authentication). 

EUNOMIA may also associate roles for its users and services, these roles may vary from publishers, 
readers, external services, etc. Users and services may also have additional metadata and 
associated information that will be generated by the EUNOMIA Services Node, and stored in the 
P2P storage and ledger services. The form of how this data is going to be handled and processed 
will be described in the next sections.        

Discovery Server 

EUNOMIA services will need to store information and share it among different nodes. Security of 
communications among EUNOMIA Services Nodes will resort to data encryption that will use keys 
which will need to be shared or obtained somehow (this can be implemented for example with a 
PKI infrastructure). EUNOMIA provides a shared directory service among all the nodes, containing 
all the service IDs as long the keys necessary for communication (e.g. in a possible implementation 
public keys of nodes) and additional metadata. This discovery service will be queried by other 
EUNOMIA services when they are required to store or share sensitive data with services residing 
on different nodes.     

Voting Server 

EUNOMIA voting server will handle the privacy of the voters (when requested) being responsible 
for the anonymization of votes. It will use the underlying P2P storing mechanisms to register votes 
and also to guarantee the vote uniqueness. The ledger service will be used to ensure data 
integrity. 

Data Sharing 

The different services and nodes will need to share and communicate data among them. Inside a 
given EUNOMIA Services Node, its assumed that the information is securely contained, but the 
same cannot be stated when data leaves the node where it resides. In order to support this, when 
the data is stored on another P2P external node, EUNOMIA will provide a set of security services 
to protect the privacy and the overall security of data. To support the identified use cases and 
scenarios, EUNOMIA provides different sharing schemes with distinct security mechanisms, 
namely: 

◼ one to one data sharing - with this scheme a given service can ask P2P network to store 
a given information element, intended to be used for a given designated destination peer 
in a manner which only the destination node can access to; 

◼ one to many data sharing - this scheme will allow a service to store information that is 
relevant to a set of receivers’ services; 

◼ selective data sharing - with this scheme, information can be shared among multiple 
nodes, but only nodes with certain characteristics (e.g. attributes) will have access to data.
    

Storage Security Service 

Data storage will be supported by the distributed P2P storage service (see section 3.2.9). All the 
files stored by this storage service are accessible by all the EUNOMIA Services Nodes. To protect 
the confidentiality of the data stored in the P2P storage, encryption will be used.  
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In order to protect data from one EUNOMIA Services Node from other, potentially hostile, nodes 
in the P2P network, each node will have a cryptographic key, which will be generated when the 
node is created. This key will be used to protect all the data content before being stored in the 
P2P network (and therefore avoiding sharing theses data with other, potential malicious, P2P 
nodes). 

Each information element is composed by the following attributes:  
◼ InformationID - An identifier that allows access to the stored data (e.g.: UUID); 
◼ InformationType - Represents the type of data stored (e.g. information cascades, posts, 

user metadata, etc.); 
◼ InformationContent - the actual data stored. 

For each information element stored in the P2P storage service, the InformationId and the 
informationType will not be encrypted, but the InformationContent will always be encrypted.  

Integrity assurance of the information stored in the P2P distributed storage (Figure 15) will be 
provided by the ledger service.  

For each information element stored in the P2P distributed storage a specific cryptographic token 
will be generated by the storage security services and stored in the Trust & Transparency Layer 
service (blockchain), effectively providing mechanisms for future integrity verification, allowing to 
check if the information in the P2P storage nodes was tampered with. The cryptographic function 
used will be defined later but should ensure the integrity of the stored data (e.g., a hash) and its 

origin (e.g., a digital signature). The content and its token will be associated by the informationId 
that will be the same in the ledger and in the P2P storage network. 
 

3.2.8 Trust & Transparency Logic Layer 

The purpose of the Trust and Transparency Layer is to utilize the append-only ledger offered by 
EUNOMIA’s Ledger Service (depicted in Figure 15). The ledger service provides a trusted service 
for ensuring the integrity of the information that is recorded on the distributed storage by using 
hashes and timestamps. In addition, and since each transaction is recorded on the distributed 
ledger, transparency is guaranteed by design. Each participating peer to the EUNOMIA’s 
blockchain network can access and query the Ledger along with all its previous states. However, 
transactions are only appended on the ledger when validated and confirmed by the protocol rules 
(i.e., consensus). 

Figure 14. Distributed P2P storage service 
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The Ledger Service component, which is part of EUNOMIA’s Service Node, consists of the 
EUNOMIA Blockchain Network, and an API Interface which acts as an abstraction service layer 
between the blockchain network infrastructure and the rest service components of EUNOMIA. 

More specifically, the API service layer is responsible to authenticate EUNOMIA’s sub-services that 
consume its API and hide the configuration of the blockchain network from the rest of the services. 
That way, other EUNOMIA services are abstracted from the complexity of monitoring any changes 
on the chaincode. Thus, abstracting the deployment details required by the blockchain network 
infrastructure. 

In addition to this abstraction layer, the API is handling all the requests for submitting transactions 
to the network, and any requests for querying the blockchain network infrastructure. The 
Blockchain network infrastructure is implemented by instantiating Hyperledger Fabric, which is an 
enterprise-grade permissioned distributed ledger framework. Hyperledger Fabric has a modular 
design which can support a wide spectrum of industry use-cases as it offers a scalable network 
with an efficient consensus algorithm; that improves transaction throughput and times 
significantly. At the same time, the framework offers embedded mechanisms for preserving 
privacy with the use of digital signatures and cryptographic hashes. 

With the use of Hyperledger Fabric as the underlying blockchain layer, the blockchain network 
infrastructure of EUNOMIA is comprised of peer nodes, orderer nodes, and certificate authority 
(CA) nodes. The authentication and authorization of the network is handled using a set of policies 
and roles over a Public Key Infrastructure (PKI). The Orderer nodes participate in the consensus 
process, and peer nodes act as gateway nodes to the network (depicted in Figure 15).  
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Figure 15. Ledger Service as part of the EUNOMIA Services Node 

The chaincode (i.e., smart contract) deployed on the Blockchain infrastructure implements and 
controls the transaction logic and the object states. In addition, it controls the processes of storing, 
and quering basic information for each object stored on the Distributed Storage Layer. In brief, 
the aim of the Ledger Service is to provide integrity checks on the data stored on the distributed 
storage. The implemented data structure on the chaincode keeps track of all the object hashes 
that are stored in the distributed storage layer along with their timestamps. Object hashes are 
utilized by EUNOMIA’s processes as unique identifiers to the references of any object stored in 
the distributed storage layer. In addition, object hashes are used for integrity checks of each object 
retrieved from the storage layer. 

The proposed integrity check mechanism provides a straightforward way to ensure trust in the 
EUNOMIA network, at the same time, leveraging the unique characteristics of the blockchain 
architecture (e.g., transparency, trust, decentralization ect.). Updates to each object from the 
distributed storage layer will be reflected on the underlying blockchain. Thus, any unrecorded 
change on an object (stored in the distributed storage) will be detected; by a mismatch of the 
generated hash signature with the one recorded on the Blockchain. Peers and end-users can 
query the ledger (using a blockchain explorer) retrieve the key history of each object, and at the 
same time the previous version of that object.  
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3.2.9 Distributed Storage Layer  

The purpose of the Distributed Storage Layer is to provide to other layers a way to persist data 
that may be accessible in one or multiple EUNOMIA Services Nodes. The Storage Server will be 
implemented over an interconnected infrastructure of nodes (Figure 16) responsible for storing 
and sharing the information related to EUNOMIA and resorting to an eventually consistent 
database6 over a peer to peer (P2P) distributed file system network will be used. 

 
Figure 16. Distributed storage internal components 

The Storage Server will be available to other EUNOMIA components, as a way to store and retrieve 
information. It will resort to the Security & Privacy layer to implement the necessary controls to 
protect the stored data from unauthorized access or modification. The Storage Server will use a 
key-value database, which will persist the data on a distributed P2P file system. 

When a data element is stored on the P2P filesystem, it is assigned a cryptographic hash of the 
content to serve as an identifier across the network before being split into blocks which are then 
distributed by the nodes. The hash generated to each content is stored in a DHT7 allowing to 
easily fetch the desired content from the node where its stored. Every EUNOMIA Services Node 
will be part of the P2P file system, and each one will access this common file system through the 
Storage Service, like depicted in the following figure: 

 
Figure 17. Communication of EUNOMIA Services Nodes through the Distributed Storage 

This provides a highly distributed, decentralized storage for EUNOMIA data. 

                                                
6 https://en.wikipedia.org/wiki/Eventual_consistency 
7 https://en.wikipedia.org/wiki/Distributed_hash_table 
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4. EUNOMIA FUNCTIONAL ARCHITECTURE  

4.1 EUNOMIA Component Interface Definition 

4.1.1 Digital Companion Interface 

The Digital Companion is conceptualised as an application which will be deployed on all types of 
devices (desktop/tablets and personal) and featuring a responsive web-based and a personal 
(mobile/wearable) app version, allowing for the active involvement of social media users. 

The Digital Companion Client runs on the user’s device and is able to communicate with both 
one or more decentralised social networks and one of the EUNOMIA Services Nodes. In the client, 
the end user is able to read a post from a decentralized social network, reply or favourite this post 
and also view the computed EUNOMIA indicators about it like its sentiment score. Furthermore, 
the user can create a new post from the client, and vote about the trustworthiness of a specific 
post. The result of the analysis is also being displayed on the client in the form of interactive 
visualisation graphs. All the queries between the client and the rest of the EUNOMIA services are 
implemented through the EUNOMIA Services Interface. 

4.1.2 Peer-to-Peer infrastructure   

The Peer to Peer infrastructure will support storage and communication service in EUNOMIA. For 
that a Storage Server will provide the logical Storage Service through the usage of a distributed 
database supported by a P2P file system. It is supported by the Ledger Service implemented in 
the Blockchain Infrastructure.  

The P2P Server API provides endpoints to enable other components to manipulate data as long 
as they are authenticated. This way, in order to ensure the requests are authentic it is necessary 
to provide the access token and the entity id to all requests made.  

4.1.3 Blockchain Infrastructure 

The Blockchain infrastructure consists of two (2) main components: 

◼ the Ledger Service, and  
◼ the EUNOMIA Blockchain API Service. 

The Ledger Service is implemented using the Hyperledger Fabric Framework as the underlying 
blockchain network. Bootstrapping the EUNOMIA’s blockchain network, requires at least one 
Orderer peer and one Certification Authority (CA) server. The Orderer peer plays a significant role 
on the transactions flow whereass the CA is used for the authorization and authentication of its 
users. The Orderer peers organizes transactions into blocks which are then pushed to the 
committing peers so that are recorded on the ledger.  

For EUNOMIA, consortium members are suggested to run a Ledger Service that comprises of an 
Orderer peer which is required to participate in the consensus of the ledger. Additionally, to the 
various peers, at least one Certificate Authority (CA) Server is required to control the participation 
of the Peers (endorsers and committers), and Orderers to the EUNOMIA blockchain network. 

Furthermore, the Ledger service installs the EUNOMIA Blockchain API interface that is used to 
invoke EUNOMIA’s chaincode through a Remote Procedure Calls interface (gRPC) protocol, over 
an SSL connection. For the EUNOMIA Blockchain API to connect to a Blockchain peer, it must be 
authenticated as a Blockchain user. 
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The Ledger Service provides functionality for querying the last known Ledger and create or 
update the Ledger through gRPC.  

The EUNOMIA Blockchain API is considered as a user of the EUNOMIA Blockchain network and 
offers an abstraction layer for the other EUNOMIA Services Node components and the Ledger 
Service. 

4.1.4 Security and privacy 

The Security and privacy infrastructure consists of the following components: 

◼ AAA Server 
◼ Voting Server 
◼ Discovery Server 

The AAA Server provides authentication, authorization and accountability of EUNOMIA by 
providing tokens, associating tokens to identifiers, and validating tokens in each data 
manipulation action.  

4.1.5 Human-as-Trust-Sensor and information cascade mechanism 

The HaTS module provides users with the function to submit trustworthiness votes by presenting 
users with aggregated post and author trustworthiness indicators alongside a simple voting 
mechanism in which to submit a trustworthiness score.  

The HaTS module performs the data collection, preprocessing, feature extraction, data 
aggregation processes to generate an information cascade (where applicable) of aggregated 
posts and author trustworthiness indicators. It also performs aggregated visualisation of post and 
author meta-data and data on the DC GUI (Graphical User Interface), where a user assesses post 
and author meta-data and data and then supply their trustworthiness vote. The following 
summarises the functionality delivered by the HaTS module: 

◼ Post, User and Vote meta-data and data collection 
◼ Post, User and Vote meta-data and data preprocessing and feature extraction 
◼ Post, User and Vote meta-data and data aggregation (JSON object and information 

cascade generation, including further EUNOMIA enrichment data e.g. sentiment analysis) 
◼ Post, Author and Information Cascade JSON Object visualisation on DC 
◼ Voting functionality in the form of a DC GUI button which can be used to submit 

trustworthiness votes for individuals posts and or Information Cascades. 
The input/output of the cascade creation (i.e., post filtering and paraphrase identification) module 
are displayed in the following table: 
 

Table 4. Cascade Creation Interface 

Function Type Function Name Parameters Response Method  
Description 

Application 
Data 

extract_sentenc
e_embeddings 

array of string array of float It takes as input a tokenised text (i.e., 
post) and produces as output a matrix of 
float with shape 1x1024. 

Application 
Data 

recluster [int, array of 
float] 

array of int It takes as input the number of clusters 
that need to be produced and a matrix of 
float with shape Nx1024 (N depicts the 
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number of posts). It produces an array 
containing the cluder indices of posts. 

Application 
Data 

find_closest_po
st 

[array of float, 
array of float] 

int,	float It takes as input a 1x1024 array containing 
a post’s embeddings and a Nx1024 matrix 
(N depicts the number of posts), including 
the embeddings of the contrastive posts. 
It produces a list consisted of the index of 
the most similar post and a float number 
depicting their similarity value (0-1). 

Application 
Data 

Bloom_cuckoo 
filtering 

text, text int, string The output is a number of membership 
matches per bloom/cuckoo filter, 
whereby the highest matching 
bloom/cuckoo filter membership is 
returned (or where all filters where there 
are ties in the number of matches). 

Application 
Data 

paraphrase_ide
ntification 

[array of float, 
array of float] 

float It takes as input a 1x1024 array containing 
a post’s embeddings and a 1x1024 matrix 
including the embeddings of the 
contrastive post. It produces a float 
number with range 0-1. 

 

The HaTS module’s functionality and service is distributed across three major EUNOMIA 
components the Digital Companion, the EUNOMIA Services Interface and Information Cascade 
Service, and also collects data from EUNOMIA post enrichment services such as Sentiment and 
Subjectivity scoring services. 

 

4.1.6 Content and context data collection and analysis 

In this part, we provide a short description of the task content and context analysis. The task is 
implemented in three phases (see   
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Table 5): the input, the analysis and the output. The input receives the preprocessed content (a 
sentence of words) and assigns at each word an appropriate embedding index. The vector of 
indices that is produced (i.e., [12, 5, 0, …, 995]) is the input feed which is applied at the trained 
deep learning model. In the analysis, we introduce two processes. The first is the DidaxTo, a state-
of-the-art pattern-based sentiment analysis algorithm and the second, the HyCoR, a deep 
learning sentiment analysis framework. Each model produces a vector of probabilities (i.e. 
negative, neutral, positive). These probabilities are of the float type (see Table 5, the Response 
value for the CalculateSentimentDidaxTo, CalculateSentimentHyCoR functions). The output 
consists of a final polarity and a prediction confidence (see Table 5, CalculateSentimentEnsemble 
function and the [int, float] values) after balancing the decisions of the two models in the analysis 
phase. Moreover, the current task incudes subjectivity analysis, a finetuned BERT model that 
attempts to classify the posts as factual or opinionated. 
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Table 5. Content Analysis Interface 

Function Type Function Name Parameters Response Method  
Description 

Application 
Data 

CalculateSenti
mentDidaxTo 

post-tags, 
patterns 

[float, float, 
float] 

It takes as input the preprocessed 
content, applies pos-tags and searches 
for sentiment patterns. It produces a 
vector of probabilities (for the three 
classes).	

Application 
Data 

CalculateSenti
mentHyCoR 

DL model, 
input feed 

[float, float, 
float] 

It takes as input the preprocessed content 
which then is converted into embedding 
indices. It produces a vector of float 
probabilities (for the three classes). 

Application 
Data 

CalculateSenti
mentEnsemble 

polarity, 
confidence 

[int, float] It takes as input two vectors of 
probabilities. It produces an integer 
number for the classification polarity and 
a float number for the prediction 
confidence 

Application 
Data 

Calculate 
Subjectivity 

[array of float, 
string] 

[array of float] It takes as input a 1x1024 array containing 
a post’s embeddings and a string 
depicting the path of the DL model. It 
produces a float number with range 0-1 
(i.e, 0 is very objective, 1 is very  
subjective) 

 

4.1.7 Trustworthiness scoring 

Trustworthiness scoring is performed naturally by the user based on their own interpretation of a 
post and assisted by their own choice out of the available trustworthiness indicators. In addition, 
the architecture allows further levels of help to the user where this is deemed appropriate by 
them. For example, the architecture allows incorporating easy-to-understand aggregation 
approaches which take into consideration user trustworthiness indicator preferences specified by 
the user in the DC. The users may define a set of indicator criteria and specific thresholds by which 
they assess trustworthiness for a post or information cascade. For example, if the top primary 
criteria a user defines are “account_age > 1 month”, “average_post_sentiment > 0.5” and 
“follower_count > 50”, then they may be presented with the percentage of these criteria that are 
satisfied. In a binary classification mode, a simple rule-based majority vote can be used to suggest 
trustworthiness for the particular user’s preferences. For the first phase prototype, only a small 
range of core indicators outlined in D2.5 user requirements study will be enabled, whereas in later 
phases testing will be carried out to turn on more indicators for users to select from. Table 6 
shows an example input into the user preference criteria: 

Table 6. User’s preference criteria example 

Criteria Threshold Trustworthiness Preference 

1 Value Trust / Don’t Trust 

N Value Trust / Don’t Trust 
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Trustworthiness Scoring can also be facilitated at local level by the user’s voting. Such a 
component would require sufficient voting data for the user, to learn what indicators matter the 
most to the, and accordingly suggest an allocation of indicators.  Here, for each user vote made 
on a post via EUNOMIA, specific post/information cascade indicators collected and measured by 
EUNOMIA are recorded locally and used as training data for the EUNOMIA platform to learn the 
indicator thresholds. Note that any such form of automated trustworthiness scoring is based on 
the specific user’s voting behaviour and generates a unique model that applies to and is available 
for that specific user only.  

 

 

4.2 EUNOMIA UML Sequence Diagrams 

User-facing EUNOMIA functionality can be described by three key interaction sequence 
workflows which support 1) Adding posts to the EUNOMIA P2P DB with EUNOMIA enrichment 
meta-data, 2) Querying posts and computed information cascades trustworthiness indicators, 3) 
Updating / Deleting posts and 4) Voting on posts and information cascades. In the following UML 
sequence diagrams, we provide a high-level overview of each of these workflows. Note that we 
omit AAA functions in the workflow for brevity and illustration, as all workflows and interactions 
between the user and DSN, and user and EUNOMIA Services Node are verified and validated with 
the AAA service module. A workflow diagram is not shown for 3) “updating / deleting” posts, as 
functionally this follows the same process as a post query with respect to EUNOMIA components. 
We also omit specific low-level response codes with respect to API interaction to preserve overall 
interpretability for each workflow.  
 
 

 
Figure 18:  EUNOMIA Post creation and enrichment workflow 
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Figure 19: EUNOMIA post information cascade query workflow 

 
Figure 20:  EUNOMIA post trustworthiness voting workflow  
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5.  CONCLUSIONS 

In this report we provide the individual components specifications as the outcomes of the user 
needs and requirements (D2.4) and their mappings to functional and non-functional 
requirements (D3.1). We also specify the way they communicate with each other so as to present 
the overall EUNOMIA architecture. From a data-driven point of view, these components are 
separated into layers based on the nature of the data-oriented services they provide. Starting 
from the Source Logic Layer, raw data are collected from decentralised social networks and 
forwarded to the next layer, the Data Logic Layer. After the aggregation, preprocessing and 
processing of the data, the collected indicators become the input to the Information Logic Layer 
which is responsible for the definition of an information cascade and the overall trustworthiness 
estimation of a post. The Service Logic Layer consists of the interactive visualisation of the 
generated cascade and the trustworthinees indicators, along with the trustworthiness voting 
mechanism, services that are available to the end users through the Application Logic Layer. The 
security, integrity and transparency of the information and the data that is shared between these 
components is ensured by the specification of the Security and Privacy, Trust and Trasnparency 
and the Distributy Storage mechanisms. From a functional viewpoint, each component’s 
functionality was described, and UML diagrams were provided displaying the interaction with 
each other. The current report aims to provide a reference point for the subsequent relevant 
deliverables, where the individual components are implemented (WP3, WP4) and integrated 
(WP5). 
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